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Risk Prediction Models for Rare Event Outcomes: A Simulation Study 
This study compares the following methods
1. Logistic Regression
2. Rare-event logistic regression
3. Random forest
4. Balanced random forest
5. Support vector machine 
6. Granular support vector machine

These methods were compared using conventional, under-sampling, over-sampling methods. 

Performance Metrics
· Sensitivity 
· Specificity 
· Area under the ROC (AUC)
· F1 score
Index of Balanced Accuracy (IBA)
· G-Mean




### Simulation Code ######

rm(list=ls(all=TRUE)) 

Start.date=date()
cat("Program Started at :", Start.date, "\n \n")


## From: https://www.r-bloggers.com/handling-class-imbalance-with-r-and-caret-an-introduction/
#=================================================
#               Install libraries  
#=================================================
library(dplyr)     # for data manipulation
library(caret)     # for model-building
library(DMwR)      # for smote implementation
library(purrr)     # for functional programming (map)
library(pROC)      # for AUC calculations
library(ROSE)      # for re-sampling 
library(Zelig)     # for rare event logistic regresson
library(randomForest)
library(e1071)     # for svm;


#t=as.numeric(Sys.time())
#seed=(t-floor(t))*1e3 
seed=2969 #12345
set.seed(seed)      


#==================================================================================
# using a cutoff of cut, calculate sensitivity, specificity, classification rate, and distance
perf <- function(yhat, y, prv){
      w = which(y==1)
      sensitivity = mean( yhat[w] == 1 ) 
      specificity = mean( yhat[-w] == 0 )
      tb = table(y,yhat)
      if ( all(yhat==0) ==TRUE ) {tb = cbind(tb, c(0,0))}
      if ( all(yhat==1) ==TRUE ) {tb = cbind(c(0,0), tb)}
      precision = tb[2,2]/(tb[2,2]+tb[1,2])
      c.rate = mean( y==yhat ) 
      d = cbind(sensitivity,specificity)-c(1,1)
      d = sqrt( d[1]^2 + d[2]^2 )
      F1 = (2*precision*sensitivity)/(precision+sensitivity)
      Gmean = sqrt(sensitivity*specificity)
      acc = (sensitivity+specificity)/2 
      iba = (specificity*prv)+(sensitivity*(1-prv))
      out = t(as.matrix(c(sensitivity, specificity, precision, F1, Gmean, iba, acc)))
      colnames(out) = c("sensitivity", "specificity", "precision", "F1", "Gmean",  "iba","acc")
      return(out)
}

#=================================================
#=================================================
#                 Simulation Step 
#===============================================
#=================================================

      
      #=================================================================
      #          Generate training and test set separately 
      #=================================================================
      #set.seed(seed)
      #train.data1 <- twoClassSim(100, intercept = -25, linearVars = 10, noiseVars = 10)
      train.data1 <- twoClassSim(200, intercept = -25, linearVars = 10, noiseVars = 10)
      #train.data1  <- twoClassSim(1000, intercept = -24, linearVars = 10, noiseVars = 10)
      tbl.p.train=prop.table(table(train.data1$Class))
      tbl.p.train
 
      #set.seed(seed)
      #test.data1  <- twoClassSim(100, intercept = -25, linearVars = 10, noiseVars = 10)
      test.data1  <- twoClassSim(200, intercept = -25, linearVars = 10, noiseVars = 10)
      #test.data1  <- twoClassSim(1000, intercept = -24, linearVars = 10, noiseVars = 10)
      tbl.p.test=prop.table(table(test.data1$Class))
      tbl.p.test
      
      prev=tbl.p.train[2]
      
      levels(train.data1$Class) <- c("0","1")
      levels(test.data1$Class) <- c("0","1")
      
      #=================================================
      #   Random Under-sampling the training dataset
      #=================================================
      #set.seed(9560)
      #train.data1_u1 <- downSample(x = train.data1[, -ncol(train.data1)],
      #                   y = train.data1$Class)
      
      ## Use "ROSE" package
      train.data1_u1=ovun.sample(Class~., train.data1, method="under", seed=seed, p=0.3) #  N=N.test ; p=0.2  
      train.data1_u1=data.frame(train.data1_u1$data)
      N.train_u1=nrow(train.data1_u1)
      tbl.train_u1=table(train.data1_u1$Class)
      tbl.p.train_u1=prop.table(tbl.train_u1)
      
   
      #=============================================================
      #=============================================================
      #             Logistic  vs. Rare Event Logistic 
      #=============================================================
      #=============================================================

      #================================
      #          Logistic model
      #================================
      log.model=glm(Class~., family="binomial", data=train.data1, maxit=1000)
      pred.log=predict(log.model, test.data1, type="response")
      # Accuracy
      auc.log=auc(test.data1$Class, pred.log)
      roc.log=roc(test.data1$Class, pred.log)
      #cutoff.log=coords(roc.log, "all", input="th", ret="th", best.method="youden")[[2]]
      predict.log=1*(pred.log>0.5)
      perf.log=perf(predict.log, test.data1$Class, prev)
      sensitivity.log=perf.log[1]
      specificity.log=perf.log[2]
      precision.log=perf.log[3]
      F1.log=perf.log[4]
      Gmean.log=perf.log[5]
      iba.log=perf.log[6]
      acc.log=perf.log[7]

      
      #=============================
      #     RE Logistic model
      #=============================
      re.log.model_u1=relogit(as.numeric(as.character(Class))~., data=train.data1_u1, tau=NULL, case.control=c("weighting"), bias.correct=TRUE, maxit=10000)
      pred.re.log_u1=predict(re.log.model_u1, test.data1, type="response")
      # Accuracy
      auc.re.log_u1=auc(test.data1$Class, pred.re.log_u1)
      roc.re.log_u1=roc(test.data1$Class, pred.re.log_u1)
      cutoff.re.log_u1=coords(roc.re.log_u1, "all", input="th", ret="th", best.method="youden")[[2]]
      predict.re.log_u1=1*(pred.re.log_u1>cutoff.re.log_u1)
      perf.re.log_u1=perf(predict.re.log_u1, test.data1$Class, prev)
      sensitivity.re.log_u1=perf.re.log_u1[1]
      specificity.re.log_u1=perf.re.log_u1[2]
      precision.re.log_u1=perf.re.log_u1[3]
      F1.re.log_u1=perf.re.log_u1[4]
      Gmean.re.log_u1=perf.re.log_u1[5]
      iba.re.log_u1=perf.re.log_u1[6]
      acc.log=perf.re.log_u1[7]
      
      
      #==============================================
      #==============================================
      #          Random Forest vs. Balanced Random Forest
      #==============================================         
      nt=1000
      #=================================
      #         Random Forest
      #=================================
      rf.model=randomForest(Class~., data=train.data1, ntree=nt, mtry=3)
      pred.rf=predict(rf.model, test.data1, type="prob")[,2]
      # Accuracy
      auc.rf=auc(test.data1$Class, pred.rf) #as.numeric(as.character(predict.rf)))   #as.numeric(as.character(predict.rf)) if we use type="raw" in predict;
      roc.rf=roc(test.data1$Class, pred.rf) #as.numeric(as.character(predict.rf)))
      #cutoff.rf=coords(roc.rf, "best", input="th", ret="th", best.method="youden")
      predict.rf=1*(pred.rf>0.5)
      perf.rf=perf(predict.rf, test.data1$Class, prev)
      sensitivity.rf=perf.rf[1]
      specificity.rf=perf.rf[2]
      precision.rf=perf.rf[3]
      F1.rf=perf.rf[4]
      Gmean.rf=perf.rf[5]
      iba.rf=perf.rf[6]
      acc.rf=perf.rf[7]
        
      
      #==========================================
      #      Balanced Random Forest (BRF)
      #==========================================
      n0=sum(train.data1$Class==1) #in "https://www.r-bloggers.com/down-sampling-using-random-forests/"; or:#n0=tbl.train_u1[[1]]; 
n1=nrow(subset(train.data1, Class==1)) #floor(N.train_u1*prev); #2 in "https://www.r-bloggers.com/down-sampling-using-random-forests/";
brf.model=randomForest(factor(Class)~., data=train.data1, ntree=nt, strata=train.data1$Class, sampsize=c(n0,n1))
pred.brf=predict(brf.model, test.data1, type="prob")[,2]
      # Accuracy
auc.brf=auc(test.data1$Class, pred.brf) #as.numeric(as.character(predict.brf)))
roc.brf=roc(test.data1$Class, pred.brf) #as.numeric(as.character(predict.brf)))
cutoff1.brf=coords(roc.brf, "best", ret="th", best.method="youden") #[[2]]
if((length(cutoff1.brf)>1)==TRUE){cutoff.brf=coords(roc.brf, "best", ret="th", best.method="youden")[[2]]} else {
cutoff.brf=coords(roc.brf, "best", ret="th", best.method="youden") 
      }
      predict.brf=1*(pred.brf>cutoff.brf)
      perf.brf=perf(predict.brf, test.data1$Class, prev)
      sensitivity.brf=perf.brf[1]
      specificity.brf=perf.brf[2]
      precision.brf=perf.brf[3]
      F1.brf=perf.brf[4]
      Gmean.brf=perf.brf[5]
      iba.brf=perf.brf[6]
      acc.brf=perf.brf[7]

      
      
      
      #======================================================================
      #======================================================================
      #                              SVM vs. GSVM
      #======================================================================
      #======================================================================
      #rownames(train.data1)=seq(1:nrow(train.data1))
      
      #=========================
      #          SVM 
      #=========================
      ## Using "e1071":
      svm.model=svm(Class~., data=train.data1, probability=TRUE, kernel="radial") #, gamma=0.1, cost=100) # , method="C-classification", scale=FALSE)
      pred1.svm=predict(svm.model, test.data1, probability=TRUE)
      pred.svm=attr(pred1.svm,"probabilities")[,1]
      # Accuracy
      auc.svm=auc(test.data1$Class, pred.svm) #as.numeric(as.character(predict.svm)))
      roc.svm=roc(test.data1$Class, pred.svm) #as.numeric(as.character(predict.svm)))
      cutoff1.svm=coords(roc.svm, "best", input="th", ret="th", best.method="youden") #[[2]]
      if((length(cutoff1.svm)>1)==TRUE){cutoff.svm=coords(roc.svm, "best", ret="th", best.method="youden")[[2]]}else {
       cutoff.svm=coords(roc.svm, "best", ret="th", best.method="youden") 
      }
      predict.svm=1*(pred.svm>cutoff.svm)
      perf.svm=perf(predict.svm, test.data1$Class, prev)
      sensitivity.svm=perf.svm[1]
      specificity.svm=perf.svm[2]
      precision.svm=perf.svm[3]
      F1.svm=perf.svm[4]
      Gmean.svm=perf.svm[5]
      iba.svm=perf.svm[6]
      acc.svm=perf.svm[7]

      #==================================
      #             GSVM-RU 
      #==================================
      Class.num.train=as.numeric(as.character(train.data1$Class))
      Class.num.test=as.numeric(as.character(train.data1$Class))

      ## Positive sample from the original dataset:
      data1.pos=train.data1[train.data1$Class==1,]
      N.pos=nrow(data1.pos)
      
      #=========== 
      #   Step 1
      #===========
      ## Extracting negative support vectors (NSV's) from svm.model1: 
      svm.model1=svm.model
      sv1=svm.model1$SV
      sv1.index=as.numeric(rownames(sv1))
      data.sv1=as.data.frame(cbind(sv1,as.matrix(Class.num.train[sv1.index])))
      N.sv1=nrow(data.sv1)
      P=dim(data.sv1)[2]
      colnames(data.sv1)[P]="Class"
      data.nsv1=data.sv1[data.sv1$Class==0,]
      N.nsv1=nrow(data.nsv1)
  
      
      tr2=train.data1[setdiff(rownames(train.data1),rownames(data.nsv1)),]
      svm.model2=svm(Class~., data=tr2, probability=TRUE, kernel="radial")
      sv2=svm.model2$SV
      Class.num.tr2=as.numeric(as.character(tr2$Class))
      data.sv2=as.data.frame(cbind(sv2,as.matrix(Class.num.tr2[svm.model2$index])))
      N.sv2=nrow(data.sv2)
      P=dim(data.sv2)[2]
      colnames(data.sv2)[P]="Class"
      data.nsv2=data.sv2[data.sv2$Class==0,]
      N.nsv2=nrow(data.nsv2)
      
      tr3=tr2[setdiff(rownames(tr2),rownames(data.nsv2)),]  
      svm.model3=svm(Class~., data=tr3, probability=TRUE, kernel="radial")
      sv3=svm.model3$SV
      Class.num.tr3=as.numeric(as.character(tr3$Class))
      data.sv3=as.data.frame(cbind(sv3,as.matrix(Class.num.tr3[svm.model3$index])))
      N.sv3=nrow(data.sv3)
      P=dim(data.sv3)[2]
      colnames(data.sv3)[P]="Class"
      data.nsv3=data.sv3[data.sv3$Class==0,]
      N.nsv3=nrow(data.nsv3)

      tr4=tr2[setdiff(rownames(tr2),rownames(data.nsv2)),]  
      svm.model4=svm(Class~., data=tr4, probability=TRUE, kernel="radial")
      sv4=svm.model4$SV
      Class.num.tr4=as.numeric(as.character(tr4$Class))
      data.sv4=as.data.frame(cbind(sv4,as.matrix(Class.num.tr4[svm.model4$index])))
      N.sv4=nrow(data.sv4)
      P=dim(data.sv4)[2]
      colnames(data.sv4)[P]="Class"
      data.nsv4=data.sv4[data.sv4$Class==0,]
      N.nsv4=nrow(data.nsv4)
      
      tr5=tr2[setdiff(rownames(tr2),rownames(data.nsv2)),]  
      svm.model5=svm(Class~., data=tr5, probability=TRUE, kernel="radial")
      sv5=svm.model5$SV
      Class.num.tr5=as.numeric(as.character(tr5$Class))
      data.sv5=as.data.frame(cbind(sv5,as.matrix(Class.num.tr5[svm.model5$index])))
      N.sv5=nrow(data.sv5)
      P=dim(data.sv5)[2]
      colnames(data.sv5)[P]="Class"
      data.nsv5=data.sv5[data.sv5$Class==0,]
      N.nsv5=nrow(data.nsv5)
      
      tr6=tr2[setdiff(rownames(tr2),rownames(data.nsv2)),]  
      svm.model6=svm(Class~., data=tr6, probability=TRUE, kernel="radial")
      sv6=svm.model6$SV
      Class.num.tr6=as.numeric(as.character(tr6$Class))
      data.sv6=as.data.frame(cbind(sv6,as.matrix(Class.num.tr6[svm.model6$index])))
      N.sv6=nrow(data.sv6)
      P=dim(data.sv6)[2]
      colnames(data.sv6)[P]="Class"
      data.nsv6=data.sv6[data.sv6$Class==0,]
      N.nsv6=nrow(data.nsv6)
      
      
      
      
      gsvm.dat=rbind(data1.pos,data.nsv1,data.nsv2,data.nsv3,data.nsv4,data.nsv5,data.nsv6)
      ngsvm=nrow(gsvm.dat)
      
      gsvm.model=svm(Class~., data=gsvm.dat, probability=TRUE, kernel="radial")
      pred1.gsvm=predict(gsvm.model, test.data1, probability=TRUE)
      pred.gsvm=attr(pred1.gsvm,"probabilities")[,1]      # Accuracy
      # Accuracy
      auc.gsvm=auc(test.data1$Class, pred.gsvm) #as.numeric(as.character(predict.gsvm)))
      roc.gsvm=roc(test.data1$Class, pred.gsvm) #as.numeric(as.character(predict.gsvm)))
      cutoff1.gsvm=coords(roc.gsvm, "best", input="th", ret="th", best.method="youden") #[[2]]
      if((length(cutoff1.gsvm)>1)==TRUE){cutoff.gsvm=coords(roc.gsvm, "best", ret="th", best.method="youden")[[2]]}else {
       cutoff.gsvm=coords(roc.gsvm, "best", ret="th", best.method="youden") 
      }
      predict.gsvm=1*(pred.gsvm>cutoff.gsvm)
      perf.gsvm=perf(predict.gsvm, test.data1$Class, prev)
      sensitivity.gsvm=perf.gsvm[1]
      specificity.gsvm=perf.gsvm[2]
      precision.gsvm=perf.gsvm[3]
      F1.gsvm=perf.gsvm[4]
      Gmean.gsvm=perf.gsvm[5]
      iba.gsvm=perf.gsvm[6]
      acc.gsvm=perf.gsvm[7]
      

w <- t(gsvm.model$coefs) %*% gsvm.model$SV   
          

    
Out1<-data.frame(  AUC=c(round(auc.log,4), round(auc.re.log_u1,4) ,round(auc.rf,4), round(auc.brf,4), round(auc.svm,4), round(auc.gsvm,4) ) 
                 ,Sensitivity=c(round(sensitivity.log,4), round(sensitivity.re.log_u1,4) ,round(sensitivity.rf,4), round(sensitivity.brf,4), round(sensitivity.svm,4), round(specificity.gsvm,4) )
                 ,Specificity=c(round(specificity.log,4), round(specificity.re.log_u1,4) ,round(specificity.rf,4), round(specificity.brf,4), round(specificity.svm,4), round(specificity.gsvm,4) )
                 ,Precision=c(round(precision.log,4), round(precision.re.log_u1,4) ,round(precision.rf,4), round(precision.brf,4), round(precision.svm,4), round(precision.gsvm,4) )
                 ,F1=c(round(F1.log,4), round(F1.re.log_u1,4) ,round(F1.rf,4), round(F1.brf,4), round(F1.svm,4), round(F1.gsvm,4) )
                 ,Gmean=c(round(Gmean.log,4), round(Gmean.re.log_u1,4) ,round(Gmean.rf,4), round(Gmean.brf,4), round(Gmean.svm,4), round(Gmean.gsvm,4) )
                 ,IBA=c(round(iba.log,4), round(iba.re.log_u1,4) ,round(iba.rf,4), round(iba.brf,4), round(iba.svm,4), round(iba.gsvm,4) )
)
 
rownames(Out1) <- c("LR", "RELR", "RF", "BRF", "SVM", "GSVM")     



Out2<-data.frame(  LR=c(auc.log, F1.log, Gmean.log, iba.log, sensitivity.log, specificity.log, precision.log) 
                  ,RELR=c(auc.re.log_u1, F1.re.log_u1, Gmean.re.log_u1, iba.re.log_u1, sensitivity.re.log_u1, specificity.re.log_u1, precision.re.log_u1) 
                  ,RF=c(auc.rf, F1.rf, Gmean.rf, iba.rf, sensitivity.rf, specificity.rf, precision.rf) 
                  ,BRF=c(auc.brf, F1.brf, Gmean.brf, iba.brf, sensitivity.brf, specificity.brf, precision.brf) 
                  ,SVM=c(auc.svm, F1.svm, Gmean.svm, iba.svm, sensitivity.svm, specificity.svm, precision.svm) 
                  ,GSVM=c(auc.gsvm, F1.gsvm, Gmean.gsvm, iba.gsvm, sensitivity.gsvm, specificity.gsvm, precision.gsvm) 
)

rownames(Out2) <- c("AUC", "F1", "Gmean", "IBA", "Sensitivity", "Specificity", "Precision")     


write.csv(Out1, file="/Users/poonehpordeli/Dropbox/Pooneh/PostDoc,2015-17/Rare Events/Results_Jan26.csv")

      
      
print(Out1)     
      
      
#cat("Started at :", Start.date, "\n")      
#cat("Program Ended at :", date(), "\n \n")     
      
      
      
      
      
      
      
      
      
      
      
      
      
      
      
